




instants or intervals, are referred to as the valid-times of 
the fact and denote the time or times during which it is 
believed to be true. Using this temporal model, we have 
developed an OWL-based valid-time ontology, which is 
the basis for representing temporal knowledge in our sys-
tem. Following the valid-time model, our temporal ontol-
ogy allows temporal information to be associated with 
information that extends over time. 

2.2 Temporal Rules 
Once temporal information for a set of OWL classes has 
been consistently represented with the temporal ontology, 
we can write SWRL rules to temporally reason with in-
formation represented using that ontology. For example, 
the following SWRL rule determines the start dates of a 
series of treatments with the drug DDI: 
 
Participant(?p) ^ hasTreatment(?p, ?t) ^  
hasRegimen(?t, ?regimen) ^  
swrlb:equals(?regimen, "DDI") ^ 
temporal:hasValidTime(?t, ?tVT) ^  
temporal:hasStart(?tVT,?startTreatment) ->  
hasDDIRegimenStart(?p, ?startTreatment) 

2.3 Temporal Library 
Most non trivial rules will require temporal operators.  
SWRL provides a very powerful extension mechanism 
that allows user-defined functions to be used in rules. 
These methods are called built-ins and are predicates that 
accept one or more arguments.  A number of core built-ins 
are defined in the SWRL specification. This core set in-
cludes basic mathematical operators and built-ins for 
string and date manipulations. A few temporal built-ins 
are included in the current SWRL specification, but they 
have limited expressive power. To augment this limited 
set, we have defined an extensive set of temporal built-
ins2. These built-ins allow the writing of rules that express 
complex temporal patterns. 

2.4 Relational Database Mapping 
The temporal model can be used to ensure that temporal 
information is represented consistently in a system, and 
SWRL rules can support knowledge level reasoning with 
this information. However, most data—particularly medi-
cal data—will continue to reside in relational databases. 
To reason with such data using knowledge-based tools, 
one could map all such relational data to equivalent OWL 
concepts. While this approach may be appropriate when 
working with small data sets, it does not scale to signifi-
cant amounts of data, and for these data sets, an alternate 
solution is needed.   

To support knowledge-driven querying of relational da-
tabases, we have developed tools to map data dynamically 
from relational databases to concepts described in an 
OWL ontology [O’Connor et al, 2007]. Our tools make 
extensive use of SWRL to specify the OWL to relational 
mapping and to provide a knowledge level query interface 
to the system.  We have devised an array of optimization 
strategies to improve the performance of the underlying 
relational-to-ontology mapping process. Our primary goal 

                                                 
2 http://protege.cim3.net/cgi-bin/wiki.pl?SWRLTemporalBuiltIns 

is to offload as much work as possible to the underlying 
RDBMS by exploiting knowledge of SWRL rules as well 
as additional information provided by a rule base author. 
A secondary goal is to reduce the amount of data retrieved 
from databases during rule processing. These strategies in 
conjunction with the temporal ontology and associated 
reasoning mechanism provide an approach to integrate 
low-level relational data with knowledge-level domain 
concepts and allows knowledge-level reasoning with 
clinical trial data. 

3 Discussion 
The gap between temporal pattern specification and exe-
cution is often significant in clinical trial systems. To help 
close this gap, we developed a system for formally speci-
fying temporal patterns and executing them in terms of 
this specification.  Our system takes temporal patterns that 
are encoded at the domain level at design time and trans-
lates them into an executable form. At run time these pat-
terns operate directly on trial data held in relational data-
bases. The system uses OWL to provide a uniform knowl-
edge model that integrates the temporal representations of 
relational data with the domain-specific semantics of the 
temporal patterns used to reason with it. We used SWRL 
rules written in terms of concepts in this model to express 
patterns within the tracking application.  We are using this 
system in the development of a visit and specimen track-
ing application for the Immune Tolerance Network. 
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Abstract 
This paper presents the more recent version of 
Tempo, a framework for the definition, genera-
tion and execution of data processing compo-
nents combining one ore more pipelines of de-
fault/custom modules assembled according to a 
specific meta-model. Although it has been ini-
tially tested in the medical field, Tempo is con-
ceived as a general purpose framework.  

1 Introduction 
Nowadays, many application domains (financial, scien-
tific, medical and so on) require the collection and proc-
essing of huge quantities of temporal data for different 
purposes. In past literature several tools for temporal data 
processing have been described [Augusto, 2005], [Boaz 
and Shahar, 2005], [Hunter, 2006]. The difficulty in iden-
tifying universal procedures for analyzing temporal data is 
due to their very different characteristics requiring the 
adoption of specific techniques, customized on the basis 
of the context and on the goals of the analysis. Moreover, 
very frequently, in order to make the inspection and the 
processing of temporal information easier and more effi-
cient, it is useful to transform raw temporal data into se-
ries of patterns that summarize their evolution. In the fol-
lowing we will present Tempo, a general purpose frame-
work for the definition of components in which different 
kind of reusable blocks can be assembled into pipelines or 
combination of pipelines. Each block wraps data filtering 
or other data processing/visualization algorithms. Tempo 
already includes a set of reusable blocks for data filtering 
and temporal patterns extraction based on the artificial 
intelligence technique named Temporal Abstractions 
(TAs) [Shahar, 1997], but new algorithms embedded into 
custom modules can be added to the provided library as 
plug-ins. The paper describes the latest Tempo release 
which includes new kind of blocks to be combined into 
components as will be better explained through an exam-
ple of application of Tempo to a medical context. 

2 The Tempo Model 
Our effort within Tempo project has been to propose a 
data processing model sufficiently flexible and extendible 
to be applied to different kind of data and contexts.  

Tempo components are build around the pipeline concept 
as already described in [Ciccarese and Larizza. 2006]. The 
pipeline can be composed by different kind of blocks: 
- Filters: which give an output defined within the same 
metric space of the input. Example can be given by blocks 
embedding a filtering of the outliers in a time series as 
well as noise reduction algorithm for images; 
- Transformers: in which the output metric space is dif-
ferent from the input one. Examples can be a mechanism 
for qualitative abstraction, defined as quantitative data 
mapping into symbolic values, as well as the transforma-
tion at a different colour depth of an image. 
- Boxes: blocks embedding a sub-pipeline, thus, a series 
of blocks. This is particularly useful for fostering reuse 
not only of blocks, but also of already defined sequences 
of blocks or pipelines. 
A descriptor belonging to each block explains which data 
the block can accept as input and which data can provide 
as output, as well as the set of accepted/needed parame-
ters. A new feature of Tempo is the capability of process-
ing multiple data streams by means of another kind of 
blocks: 
- Aggregtors (see Figure 1) that accept as input the data 
coming from two different pipelines and give as output a 
single data stream derived from the application of an op-
erator tuned, as usual,  through a set of parameters. 
 
 
 

 
 
Figure 1. The Aggregator block which implements an opera-
tor through a parameterization in P. 

 
When pipelines or pipelines aggregations have been de-
fined, they can be transformed into Tempo Components 
that represent complete data processing elements. A Com-
ponent, when loaded by the Tempo engine, is able to fetch 
data to feed and run the pipeline and store its results. This 
is possible by adding to the pipeline two further blocks: 
- Generators: that provide the input to the pipeline out 
of binary data (xml, images, text, html, zip) or other kind 
of sources such as specific tables in a relational database; 
- Serializers: that represent the end of the pipeline and 
transform the pipeline output stream into data in different 
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binary formats (xml, images, text, html, zip, pdf) or into 
tables of a relational database. 
Moreover, in order to be able to inspect data flowing from 
one block to another of the component, it has been defined 
the concept of  
- Inspectors: that provide numeric or graphical views 
of the data flowing in the pipeline and of the performed 
abstractions. These blocks don’t perform any filtering nor 
transformation of data, but simply generate a view of the 
pipeline content.  

3 The Core Modules and Applications 

Tempo includes a library of reusable blocks that can be 
assembled to define processing components customized 
according to the needs. They provide some standard filter-
ing algorithms and a set of mechanisms for the temporal 
patterns detection (as transformers or aggregators) per-
formed through TAs. When executing a component, its 
input contains all the parameters needed for the computa-
tion (including the configuration setup of Generators and 
Serializers).  
The components generated through the Tempo framework 
have been already integrated into different applications 
both under the form of java libraries and web services. 
Libraries have been already integrated in a case-based 
retrieval system to support the treatment of end stage renal 
failure patients [Montani et al., 2006] and in a general 
purpose web application. Web services have been adopted 
in the Guideline Management System belonging to the 
Guide project [Ciccarese et al. 2005]. 
 

 
Figure 2. A Tempo component example. 

 
In order to explain the structure of the components let’s 
consider as example the detection of the following pat-
tern: “heart rate increase for at least 4 minutes immedi-
ately followed by stationary heart rate lasting at least 3 
minutes”. To detect such pattern it is necessary to define 
two pipelines and an Aggregator which will be managed 
by the purposely deployed Tempo component depicted in 
Figure 2. According to such figure, both pipelines A (de-
tection of stationary heart rate lasting at least 3 minutes) 
and B (detection of heart rate increase for at least 4 min-
utes) accept a time series and combine a Transformer 
(Stationary and Trend Abstractors respectively) and a 

Filter for short episodes removal. Aggregator C, imple-
menting a Complex TA [Ciccarese and Larizza. 2006], 
accepts two interval series (the output of pipelines A and 
B) and provides the tuples of intervals related through the 
chosen Allen temporal operator (in this case the MEETS 
operator to detect the output patterns of pipeline A imme-
diately after the output patterns of pipeline B). The final 
structure of the component is depicted in the bottom of 
Figure 2. By changing the configuration of the FileReader 
and the FileWriter, it is possible to run the same compo-
nent on different data sets and obtain different kinds of 
output. 

4 Conclusions 
The paper describes the new release of the Tempo frame-
work for temporal data processing and abstractions. The 
added value of its architecture are the possibility of com-
posing the data analysis procedures as sequences or com-
binations of building blocks and the possibility of enrich-
ing the available library embedding custom algorithms in 
new modules developed by third parties through the pro-
vided Tempo API. Current version is going to include a 
graphical tool for a fast definition, validation and deploy-
ment of own components.  
  

References 
[Shahar, 1997] Yuval Shahar. A framework for knowl-

edge-based Temporal Abstraction. Artificial Intelli-
gence, 90 (1997) 79-133.  

[Augusto, 2005] Temporal reasoning for decision support 
in medicine, Artificial Intelligence in Medicine (2005) 
33, 1—24 

 [Boaz and Shahar, 2005] David Boaz Yuval Shahar. A 
Framework for Distributed Mediation of Temporal-
Abstraction Queries to Clinical Databases. Artificial 
Intelligence in Medicine, Volume: 34, Issue: 1, May, 
2005, pp. 3-24 

[Hunter, 2006] James R W Hunter. TSNet – A Distributed 
Architecture for Time Series Analysis Niels Peek, 
Carlo Combi (ed), In Proc. Intelligent Data Analysis in 
bioMedcine and Pharmacology (IDAMAP 2006) (Ve-
rona, Italy): pages 85-92 

[Ciccarese and Larizza. 2006] Paolo Ciccarese and Cri-
stiana Larizza. A Framework for Temporal Data Proc-
essing and Abstractions. In Proc. AMIA 2006, p.p. 
146-150,  (2006). 

[Montani et al., 2006] S. Montani et al., Case-based re-
trieval to support the treatment of end stage renal fail-
ure patients. Artificial Intelligence In Medicine, Vol-
ume: 37, Issue: 1, May, 2006, pp. 31-42.  

 [Ciccarese et al., 2005] Paolo Ciccarese, Ezio Caffi, Sil-
vana Quaglini and Mario Stefanelli. Architectures and 
Tools for innovative Health Information Systems: the 
Guide Project. International Journal of Medical In-
formatics, ed Marius Fieschi, Mario Stefanelli and 
Casimir A. Kulikowski, vol. 74, (2005) 553 - 562. 

 

Allan Tucker and Carlo Combi (chairs) IDAMAP 2007 workshop 94



Abstract 
Mining large clinical databases often includes 
exploration of temporal data. For example, in 
liver transplantation, where parameters are ob-
tained from continuously monitored patients, a 
researcher might be interested in patients that ex-
hibit an unusual pattern of potential complica-
tions of the transplanted organ, each following a 
typical pattern in time. Standard query languages 
like SQL are not well suited for this kind of re-
search because of an insufficient time model. A 
very flexible approach is Knowledge-based 
Temporal Abstraction, which has been imple-
mented in a number of proprietary systems. Here 
time-stamped data points are transformed into an 
interval-based representation that can utilize, 
e.g., Allen’s temporal relationships. For in-
creased availability in clinical research, we ex-
tended the knowledge-based temporal abstraction 
framework by creating an open-source platform, 
SPOT. It supports the R statistical packages and 
knowledge representation standards (OWL, 
SWRL) using the open source Semantic Web 
tool Protégé-OWL.  

1 Introduction 
Modern researchers in medicine have access to large 
clinical databases that have become more readily available 
recently. One important aspect of data mining those re-
sources is the exploration of temporal data. For example, 
in liver transplantation, where a wealth of parameters is 
obtained from continuously monitored patients, a re-
searcher might be interested to select patients or patient 
episodes that exhibit an unusual pattern of potential com-
plications of the transplanted organ, each following a 
typical pattern in time. Standard query languages like 
SQL are not well suited for this kind of research because 
of an insufficient time model. A very flexible approach is 
Knowledge-based Temporal Abstraction (KBTA), which 
has been implemented in a number of proprietary systems. 
Here time-stamped data points are transformed into an 
interval-based representation that can utilize, e.g., Allen’s 
approach of temporal relationships [Augusto, 2005]. To 
make KBTA more readily available for clinical research, 
we developed SPOT, an implementation using open 

source and standardized tools: the Web Ontology Lan-
guage (OWL; http://www.w3.org/TR/owl-
features), the Semantic Web Rule Language (SWRL; 
http://www.daml.org/2003/11/swrl), Protégé 
plug-ins; http://protege.stanford.edu/, and 
open source statistical software (R; http://www.r-
project.org/). 

1.1 Medical Example 
Liver transplantation is a complex and challenging surgi-
cal procedure that is followed by a complex intensive care 
and clinical monitoring schedule. Potential hepatic com-
plications can be acute or chronic, each following a typi-
cal pattern in time. For instance, “acute rejection” can be 
characterized by increasing AST and ALT (liver enzymes) 
values, which decrease as soon as the rejection therapy is 
started. If there is no response to the therapy, it is not con-
sidered rejection. The phase with increasing enzymes may 
vary in length and range of values, or even only one en-
zyme may be elevated, same for the phase of decreasing 
values, but still the time pattern holds. In this example a 
few typical issues are addressed. First, clinical data come 
with different time granularities, hourly, daily, monthly or 
yearly. Second, clinical concepts can be expressed in 
terms of phases or intervals, e.g. increasing or decreasing 
enzymes, rejection therapy over 3 days, which can be con-
secutive or overlapping, and establish a typical pattern in 
time. Third, it is not so much single parameter values but 
the relationship of intervals that establishes the clinical 
concept. These aspects are captured in the valid time 
model as used in temporal database research and in tem-
poral abstraction.  

2 Knowledge Based Temporal Abstraction 
KBTA is a comprehensive approach to deal with time-
oriented data in medicine. A functional approach is used 
that maps raw data into higher-level concepts like “states” 
(e.g. peak, rejection therapy) or “trends” (e.g. increasing, 
decreasing). The goal is to represent complex medical 
concepts by these primitives using time relationships. 
[Shahar and Musen, 1996] introduce the KBTA method as 
a formal model of input and output entities, their relations, 
and the domain-specific properties that are associated with 
these entities - called the KBTA ontology. Shahar and 
Musen describe four different output types: state, gradient, 
rate, and pattern abstraction. States could be low or high 
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bilirubin levels of the transplanted liver, gradients increas-
ing or decreasing enzymes, rates could be slow or fast, 
and a pattern periodic.  

There are different implementations of the KBTA 
method all over the world. Almost all of them focus on 
describing individual patient courses for clinical therapeu-
tic purposes. An overview on current implementations is 
found in [Augusto, 2005].  

3 SPOT – Architecture and Implementation 

 
Fig. 1. The SPOT (S – Protégé – OWL/SWRL – Temporal Ab-
straction) architecture.  

An overview over the SPOT architecture is depicted in 
figure 1. The researcher (user) can define clinical con-
cepts, e.g., rejection, and then search for patients or epi-
sodes with that concept in the clinical database. Two steps 
are necessary to accomplish this: Training the system to 
learn concepts from a subset of the clinical database, and 
searching for the learned concepts in the entire database. 
The user has to perform the following tasks in order to 
train the system: Estimation of intervals from a learning 
sample, e.g., learning thresholds for a running average of 
the ALT parameter values to model an “increasing ALT” 
interval, (implemented in S), building of high level con-
cepts (Temporal Abstraction) (implemented in Pro-
tégé/OWL/SWRL), and validation of the generated inter-
vals (implemented in S). The user might go through that 
process several times until the classification error for the 
clinical concepts he/she models is sufficiently small. Ad-
justments can be made by changing thresholds or adding 
additional constraints to the SWRL concepts. Finally, the 
learned abstractions are submitted to the original database. 

Besides using the time stamped data from the clinical 
database, the user needs to identify intervals, only one 
parameter at a time (e.g., AST). Several different non-
overlapping intervals are allowed, i.e. mark as “increas-
ing”, “decreasing”, “high”, etc. for AST. The interval 
value is attached to the time-stamped parameter value.  

SPOT supports the statistical package R and knowledge 
representation standards using the open source Semantic 
Web tool Protégé-OWL. Ontologies are used in OWL to 
formally specify meaning of annotations by providing a 
vocabulary of terms. New terms can be formed by com-
bining existing ones. SWRL allows users to write rules 
that can be expressed in terms of OWL concepts and that 
can reason about OWL individuals. In the liver transplan-

tation application, we use a temporal ontology implement-
ing the valid time model, and a hierarchical patient ontol-
ogy with classes: Patient (has) Procedure (has) Inter-
val/Event (has) Valid Time (see figure 2 for an example).  

S is an interactive environment for data analysis and at 
the same time a statistical programming language. R is an 
open source implementation of S. The Protégé OWL plug-
in allows to building ontologies backed by OWL code. 

Patient(?p) 
�

hasProcedure(?p, ?proc)  
�
 

   hasTest(?proc, ?test)  
�
 

   hasTestName(?test, ?testName)  
�
 

   swrlb:equal(?testName, "BILIRUBIN") 
�
 

   HasOutputType(?test, ?testType)  
�
 

   swrlb:equal(?testType, "INCREASE")  
�
 

   temporal:hasValidTime(?test, ?tVT)  
�
 

hasTest(?proc, ?test2) 
�
 

hasTestName(?test2, ?testName2)  
�
 

swrlb:equal(?testName2, "BILIRUBIN") 
�
 

HasOutputType(?test2, ?testType2)  
�
 

swrlb:equal(?testType2, "HIGH")  
�
 

temporal:hasValidTime(?test2, ?tVT2) 
�
 

   temporal:overlaps(?tVT, ?tVT2, "days")
�
 

temporal:hasStartTime(?tVT, ?stTime)  
�
 

temporal:hasFinishTime(?tVT, ?fiTime)
�
  

swrlx:createOWLThing(?hbVT, ?proc) 
->temporal:ValidPeriod(?hbVT) 

�
 

temporal:hasStartTime(?hbVT,?stTime)
�
  

temporal:hasFinishTime(?hbVT,?fiTime)
�
 

   hasHighBiliIncrease(?proc, ?hbVT) 

Figure 2. SWRL Code for the concept of “High and Increasing 
Bilirubin” (?tVT, ?tVT2, and ?hbVT are interval instances) 

4 Discussion and Future Aspects 
The reported research shows that SPOT is a feasible ap-
proach to use open source and standards based software. 
One challenge is the “translation” of logically represented 
concepts back into the statistical environment (R). Cur-
rently, concept intervals are passed from OWL/SWRL 
through the Java interface and “relearned” through a clas-
sification tool in R, e.g., discriminant analysis. The next 
step is the development of a GUI using the R and Protégé 
APIs for easy access and manipulation by the user.   
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Abstract 
Lupus nephritis is one of the most severe com-
plications of Systemic Lupus Erythematosus 
(SLE), and it is characterized by acute episodes 
known as flares. Within the available tests for the 
assessment of disease activity, the evaluation of 
antiC1q antibodies was recently found to be the 
most powerful to confirm flare diagnosis. In this 
paper we evaluate whether it is possible to ex-
tract temporal rules to relate four clinical pa-
rameters, used to monitor the disease activity, to 
the occurrence of renal flares. Such rules could 
be very useful in clinical practice in order to pre-
vent acute episodes. To this aim, we applied an 
algorithm for temporal association rules extrac-
tion on a data set of 228 patients affected by Lu-
pus nephritis and periodically monitored at our 
two hospitals in Milan, Italy. From the extracted 
rules antiC1q results to be the most important pa-
rameter to indicate the risk of renal flare. 

1 Introduction 
Lupus nephritis is one of the most frequent and severe 
complications of Systemic Lupus Erythematosus (SLE). 
SLE is a chronic autoimmune disease, most common in 
women of childbearing age, which involves several parts 
of the body, including a number of organs and systems. 
Lupus nephritis course is characterized by acute episodes 
of illness (known as flares) and remissions, which are 
usually induced by the immunosuppressive therapy. In 
[Moroni et al.,1996], flares were shown to be predictive 
of negative prognosis of the disease, since they are corre-
lated with the development of chronic renal failure, which 
can ultimately lead the patient to death.  
In clinical practice, flare diagnosis is typically based on 
some specific criteria, which usually include: 30% in-
crease of plasmatic creatinine, proteinuria manifestation 
or worsening  and/or hematuria manifestation or worsen-
ing. Moreover, a number of biohumoral tests are available 
to assess disease activity, among which we recall: C3 and 
C4 complement fractions, anti-DNA antibodies and an-
tiC1q antibodies. Despite the fact that C3, C4 and anti-
DNA are the most used tests to determine disease activity, 
several studies demonstrated they are not always reliable 
[Moroni et al., 2001]; some patients were in fact found to 

show flares even in the presence of normal test values, 
and vice versa. Rather interesting, in [Moroni et al., 2001] 
we showed that antiC1q turns out to be the most reliable 
test to confirm the presence of a flare when compared to 
C3, C4 and anti-DNA. 
Besides flare diagnosis, also flare prediction is of crucial 
importance in clinical practice, in order to prevent acute 
renal episodes in SLE patients. In this paper we will 
evaluate whether it is possible to extract temporal rules to 
relate four parameters used for disease activity monitoring 
to the occurrence of renal flares. In particular, we will 
evaluate whether variations in C3, C4, anti-DNA and an-
tiC1q values during periodical clinical evaluations are 
frequently temporally related to the occurrence of flares. 

2 Material and Methods 

2.1 Data  
In this work we consider data coming from a group of 228 
patients, all affected by Lupus nephritis at different stages 
and undergoing periodical, albeit not regular, clinical 
monitoring. For each patient, a set of five time series had 
been collected, four of them recording the parameters 
values (C3, C4, anti-DNA, antiC1q), and the other one 
describing renal disease status (complete remission, par-
tial remission, acute flare, post-flare activity) at each 
clinical evaluation. The length of time series may vary 
among patients, depending on the number of clinical 
checkups each one underwent. Patients with only one 
measurement were eliminated from the data set, giving 
origin to a final set of 172 patients, with an average num-
ber of 9 measurements per patient. 

2.2 Temporal Rules for Renal Flare Prediction 
In order to establish whether a variation in one (or more) 
of the four considered parameters could help clinicians in 
the prediction of an acute renal episode, it is interesting to 
evaluate if specific variations into the variables time 
course are frequently temporally related to the occurrence 
of flares; to this aim, we chose to resort to an algorithm 
for temporal rules extraction, which is able to deal with 
the search for relationships between complex qualitative 
patterns detected in time series data [Sacchi et al., 2007].  
The proposed method enables the user to define patterns 
of interest, e.g. an increase in a variable lasting for at least 
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three measurements, thus synthesizing the domain knowl-
edge about a specific process; it is therefore well-suited to 
deal with the kind of clinical problem at hand. Interesting 
patterns can be conveniently extracted from the rough 
quantitative data through the formalism of knowledge-
based Temporal Abstractions (TAs) [Shahar, 1997], a 
technique which allows the description of temporal data in 
terms of a qualitative and interval-based representation. 
From a clinical viewpoint, it was in our case interesting to 
look for temporal relationships between renal disease ac-
tivity and an increase or a shift from normal to pathologi-
cal values in one of the monitored parameters.  
To represent shifts from normal to pathological values all 
the variables were described in terms of state TAs, while 
to detect an increase in the parameters we resorted to a 
trend temporal abstraction representation of the four 
monitored variables. Starting from this TA representation, 
we then run on our data an algorithm for the extraction of 
temporal rules expressing precedence relationships be-
tween the detected temporal patterns. Denoting for in-
stance normal values with N and pathological values with 
P, an example of such a rule could be “A shift from N to P 
in antiC1q PRECEDES a renal flare”, where PRECEDES 
indicates the temporal operator which relates the antece-
dent to the consequent of the rule. The exploited algo-
rithm implements a search strategy based on an Apriori-
like technique, where the quality of a rule is assessed in 
terms of confidence and support, whose definition had 
been properly adapted to deal with the temporal domain 
[Bellazzi et al., 2005].  

3 Results and Discussion 
Table 1 shows the results obtained by running the rules 
extraction algorithm on our data set, fixing a threshold for 
the confidence min_conf = 0.4 and for the support 
min_sup = 0.05. In the rules, which are detailed in the 
following, pi indicates any of the four monitored parame-
ters: 
− “A shift from N to P in pi PRECEDES a renal flare” 
− “An increase in pi PRECEDES a renal flare” 
− “A remission PRECEDES a shift from P to N in pi” 
As it can be observed, in the first two rules we want to 
investigate if a variation in one of the parameters is found 
to frequently precede a renal flare, while in the third one 
we evaluate whether a shift from pathological to normal 
values in a variable frequently occurs after a renal remis-
sion.  
As it can be noticed from the results obtained, for any of 
the considered rules, the parameter that shows the best 
performance is antiC1q. Namely, when the value of an-
tiC1q shifts from normal to pathological ranges in two 
consecutive evaluations, in the 55% of the cases a renal 
flare is diagnosed in one of the following controls. More-
over, an increase in the value for antiC1q predicts the oc-
currence of a renal flare in the 51% of the cases. Eventu-
ally, in the 50% of the cases, antiC1q was found to go 
back to normal values at the achievement of renal remis-
sion. No such a behavior was observed for the other pa-
rameters, since no rules were extracted by the algorithm in 
the other cases. 

These results suggest that antiC1q, besides being an im-
portant parameter to confirm flare diagnosis, results also 
an indicator for flare prediction. Even if confidence and 
support assume relatively small values, they are consid-
ered significant by the medical experts. In clinical prac-
tice, patients verifying the obtained rules will thus un-
dergo more frequent monitoring of the biochemical pa-
rameters related to flares. 

Rule: A shift from N to P in pi PRECEDES a renal flare 
Antecedent Consequent Conf (95%CI) Support 
C4 Renal Flare 0.42   (0.35-0.49) 0.2 
anti-DNA Renal Flare 0.44   (0.36-0.52) 0.24 
antiC1q Renal Flare 0.55   (0.46-0.64) 0.17 
Rule: An increase in pi PRECEDES a renal flare 
Antecedent Consequent Conf (95%CI) Support 
anti-DNA Renal Flare 0.48   (0.38-0.58) 0.16 
antiC1q Renal Flare 0.51   (0.41-0.61) 0.2 
Rule: A remission PRECEDES a shift from P to N in pi
Antecedent Consequent Conf (95%CI) Support 
Remission antiC1q 0.5   (0.37-0.63) 0.08 

Table 1. Rules extracted on the Lupus nephritis data set.  

4 Conclusions  
In this paper we presented an analysis on the extraction of 
temporal rules to determine whether it is possible to pre-
dict acute renal episodes in Lupus nephritis patients, on 
the basis of four clinical monitoring parameters. We ob-
tained promising results especially on one of the variables, 
the antiC1q. Future work will be directed to the inference 
of the expected time of the next acute event given varia-
tions in the monitoring parameters. 
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