port. Finally we used the Random Forest classification
method for the classification task.

Our analysis shows that abstracting into five states was
better for most of the methods out of Persist, which is
motivated by creating long intervals (fig 3). The Binary
representation though simpler outperformed the Horizon-
tal Support, which can be explained by small values of
HS and it might be too noisy. This happened especially
for epsilon 0 (fig4). The feature selection measures were
much better than the VS measure, which prefers TIRPs
with high vertical support. This effect can be because this
dataset is imbalanced (fig 5). Finally, we showed in table
1 the best runs with the best settings.

For future work we would like to perform another mining
approach, in which each class patients are mined sepa-
rately to discover its representative TIRPs, which can re-
duce the problem of imbalanced datasets. Then after dis-
covering the TIRPs of each class to create a matrix based
on their unification. Additionally, we plan to develop a
discretization method that considers the class of each pa-
tient to perform an abstraction which maximizes the dif-
ference in the states distribution for each class, which is
expected to discover different TIRPs for each class for
better classification. Additionally we would like examine
the use of smaller set of temporal relations which are
more general to increase the number of discovered
TIRPs.
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Abstract

Computation of semantic similarity between
concepts is a very common problem in many lan-
guage related tasks. In the biomedical field, sev-
eral approaches have been developed to deal with
this issue by exploiting the knowledge available
in domain ontologies. In this paper, we study the
behaviour of several measures based on the ex-
ploitation of the geometrical model of a domain
ontology of the biomedical field (SNOMED-
CT). Then, we propose a hew approach based on
the amount of overlapping and non-overlapping
taxonomical knowledge between a pair of con-
cepts. Its performance is compared against clas-
sical approaches using a standard benchmark
composed by manually ranked biomedical terms,
showing that our proposal obtains the highest
correlation with respect to human experts.

Introduction

In general, semantic similarity computation is based
on the estimation of semantic evidence observed in some
knowledge source. That is, background knowledge is
needed in order to measure the degree of similarity between
a pair of concepts.

Domain-independent approachfResnik, 1995; Lin,
1998; Jiang and Conrath, 199%pically rely on Word-

Net [Fellbaum, 1998 which is a freely available lexical
database that describes and structures more than 100,000
general English concepts, which are stored as an ontology.
An ontology defines the basic terms and relations compris-
ing the vocabulary of a topic area as well as the rules for
combining terms and relations to define extensions to the
vocabularyNecheset al, 1991. However, in specific do-
mains it is more appropriate to use domain ontologies that
have been built to describe precisely and completely the
information related to a certain domain of knowledge. In
biomedicine, there exist a growing number of ontologies
that organize medical concepts into hierarchies and seman-
tic networks like the Unified Medical Language System
(UMLS) of the National Library of Medicine. SNOMED-

The computation of the semantic similarity/distance be-CT is one of the largest sources included in the UMLS
tween concepts has been a very active trend in CompLa_nd contains a numbe_rof mgdlcal concepts_lnterrel_ated by
tational linguistics. It gives a clue which quantifies how different conceptual hierarchies correspondmg_to different
words extracted from documents or textual descriptions ar&COPes (procedures, substances etc) (see s§ajion

alike. Similarity measures are usually basedisa rela-
tions between concepts which are inherent to the conceptsures have been adapted to the biomedical dorifeal-
semantics. For examplbronchitisandflu are similar be-
cause both are disorders of the respiratory system.

In the past, some classical similarity computation mea-

ersenet al, 2007 by exploiting medical ontologies
(SNOMED-CT). In this paper, we expand this study to

From a domain independent point of view, the assessother classical similarity measurB#/u and Palmer, 1994;

ment of semantic similarity has many direct applicationsMaedche and Zacharias, 2d02ased on the exploitation
such as, word-sense disambiguati&®esnik, 1999 doc-
ument categorization or clusterid@ilibrasi and Vitnyi,
200d, word spelling correctiofBudanitsky and Hirst,
200d, automatic language translati¢@ilibrasi and Vit-
nyi, 2004, ontology learningSanchez and Moreno, 2008
or information retrievalLeeet al, 1993.

of the ontology’s geometric model. Considering the lim-
ited performance obtained by previous attempts applied to
the biomedical domain, we present a new method which is
able to overpass them when evaluated against a benchmark
of medical concepts. It is based on the computation of the
amount of common taxonomical knowledge between a pair

In the biomedical domain, similarity measures can im-of concepts.
prove the performance of Information Retrieval tasks, since The rest of the paper is organized as follows. Section
they are able, for example, to map a user’s specific search presents some similarity computation paradigms and the
query (e.g. patient cohort identification) to multiple equiv- way in which they have been used in the past to deal with
alent formulation§Pederseret al, 2007. Other authors biomedical concepts. Section 3 presents classical similar-
have applied semantic similarity measures to discover simity measures based on the ontology’s geometric model and
ilar protein sequenceldord et al, 2003 or to the auto- how can they be adapted to use SNOMED-CT as ontology.
matic indexing and retrieval of biomedical documents (e.g Section 4 introduces a new measure aimed to provide a bet-
the PubMed digital library)Wwilbu and Yang, 1996 ter performance than previous approaches in the biomedi-
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cal field. In section 5, all the presented measures are evalage with respect to the evaluated terms. Data sparseness
ated using a standard benchmark composed by 30 medicéle. the fact that not enough data is available for certain
terms whose similarity has been assessed by expert physioncepts to reflect an appropriate semantic evidence) is the
cians of the Mayo Clini¢Pedersert al,, 2007. The final  main problen{Jiang and Conrath, 1987

section will present the conclusions of this study and some Without relying on a domain corpus, other approaches

lines of future work. consider taxonomies and, more generally, ontologies, as
a graph model in which semantic interrelations are mod-
2  Related Work elled as links between concepts. Several measures have

been developed to exploit this geometrical model, com-
In the literature, we can distinguish several different ap-puting concept similarity as inter-link distance (also called
proaches to compute semantic similarity between concep®ath Length)Wu and Palmer, 1994; Radzt al, 1989;
according to the techniques employed and the knowledgkeacock and Chodorow, 19P8In the past, this idea has
exploited to perform the assessment. First, there are unsbeen applied to the MeSHWedical Subject Headingse-
pervised approaches in which semantics are inferred frormantic network[Radaet al, 1989 in order to improve
the information distribution of terms in a given cordi&-  the information retrieval by ranking document from MED-
zioni et al, 2005; Landauer and Dumais, 1997%tatisti-  LINE, a corpus made up of abstracts of biomedical jour-
cal analysis and shallow linguistic parsing are used to meaaal articles. Taking a similar approach, several authors
sure the degree of co-occurrence between terms which {€aviedes and J.Cimino, 2004; Nguyen and Al-Mubaid,
used as an estimation of similarityemaire and Denhire, 2006 developed measures for finding path lengths in the
200d. These measures need a corpus as general as posdiMLS hierarchy. The advantage of this kind of measures
ble in order to estimate social-scale word usage. Howeveis that they only use a domain ontology as the background
due to their completely unsupervised nature and the lack dfnowledge, so, no corpus with domain data is needed.
semantic analysis over the text, they offer a limited perfor-In this paper we centre the study on this kind of mea-
mance, specially when dealing with concrete domain suclsures when applying them to the biomedical field by using
as biomedicingPedersemt al, 2007. This is motivated SNOMED-CT as ontology.
by the lack of domain coverage of a general domain corpus

and the difficulty of compiling a relevant domain corpus3 Semantic similarity measures based on the
big enough to obtain robust statistics. ;

Other trends exploit structured representations of knowl- taxonomical structure
edge as the base to compute similarities. Typically, subln an is-a hierarchy, the simplest way to estimate the dis-
sumption hierarchies, which are a very common way tofance between two concepts and c; is calculating the
structure knowledgBGomez-Péreet al, 2004, have been  shortestPath Lengthconnecting these concepts (i.e. the
used for that purpose. The evolution of those basic semarfinimum number of linksjRadaet al, 1989.
tic models has given the origin to ontologies in which many
types of relationships and logical descriptions can be spec-
ified to formalize knowledg¢Pederseret al, 2007. In
the biomedical field, many domain ontologies are available, Several variations of this measure have been developed
being SNOMED-CT or MeSH some of the most successfukych as the one proposed by Wu and Palfwu and
examples. Palmer, 199% They propose a Path Length measure that

From the similarity point of view, there exist ontology- also takes into account the depth of the concepts in the hi-
based measures which combine the knowledge provided bararchy (2).
an ontology and the Information Content (IC) of the con-
cepts that are being compared. IC measures the amount . 2% N3
of information provided by a given term from its proba- simugp(c1, c2) = Ny + Ny + 2% Ns @)
bility of appearance in a corpus. Consequently, infrequent
words are considered more informative than common ones,
Based on this premise, ResriiResnik, 1995 presented a
seminal work in which the similarity between two terms is
estimated as the amount of information they share in com
mon. In a taxonomy, this information is represented by th

Least Common Subsumer (LCS) of both terms. So, th etween two concepts (in fact, the number of nodés

computation of the IC of the LCS results in an estimation ; .
of the similarity of the subsumed terms. The more spe{Loem géégrc(%)and the depttD of the taxonomy in which
cific the subsumer is (higher IC), the more similar the sub- y ’
sumed terms are, as they share more information. Several .
variations of this measure have been develdpéd 1998; simige(ct, c2) = —log Np/2D ©)
Jiang and Conrath, 1997They have been adapted by Ped- Notice, that if the pair of concepts inherits from many is-
ersen et al.[Pedersert al, 2007 to the biomedical do- a hierarchies, all the possible paths between two concepts
main by using SNOMED-CT as ontology and a source ofare calculated but only the shortest one is considered.
clinical data as corpus. Those measures can be affected byRelated to the taxonomical aspect of ontologies, another

the availability of the background corpus and their cover-interpretation of these measures is possible, considering

simpr (c1,c2)=min # of is—a edges connecting c1 and c2 (1)

, whereN; and N3 is the number of is-a links from;

dc, respectively to the LCS, and N5 is the number of

is-a links frome to the rootp of the ontology. It scores

between 1 (for similar concepts) to 0.

" Leacock and Chodoroft.eacock and Chodorow, 19p8
roposed a measure that considers both the shortest path
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that the similarity is assessed from the minimum numbehierarchy involving the evaluated concepts could provide
of shared superclasses of the pair of compared concepts. more accurate similarity assessments.

Having into account these two issues, Maedche and Taking this into account, a measure was defind@atet
ZachariagMaedche and Zacharias, 2Q@fined the Con- et al,, 2008l based on the amount of non-shared taxonom-
cept Match (CM) measure (4) based on the definition of thacal information of a pair of concepts considering the com-
Upward Cotopy(UdMaedcheet al., 2001. plete is-a hierarchy and exploiting ontologies with multiple

Definition: The Upward Cotopy (UC) of a concept  is-a hierarchies. In particular, this measure is based on the
is restricted to the set of superconcepts (upper concepts aumber of non-common superconcepts of the pair of com-
a conceptin an is-a hierarchy) @f, and the reflexive rela- pared concepts. The measure has already shown successful
tionship ofc; to itself. More formally, thé/C(c;, H) ofa  behaviour in the context of finding clusters when ontolo-

set of concept€’ with the associated partial or (all gies provide additional semantical information for some of
the is-a hierarchies of concepts, that is a directed, transitivehe variables used in the objects descripfiBatetet al,,
relationH® C C x C) is defined as: 2008b; 2008k In this work the original measure defined

in [Batetet al, 2008H is normalized to take also into ac-
count the proportion between common and non-common

whereHC (c;, ¢;) means that; is a sub-concept af;. superconcepts and better behaviour is observed.

Concept Match considers a proportion between the num- | € Set of superconcepts of a concepis represented

ber of common UC from the total of UC of both concepts. PY @ binary vector; = (zi1 ... zin ), beingn the number
of concepts of the ontology. Each element represents

o o the existence of an is-a relation betwegmndc,, k =1 :
_ |UC(ei, H) nUC(¢;, HT) (4 ™ suchas:
[UC(ci, HO) UUC(e;, HO)|

Classical approaches use those measures relying on Tik =
WordNet [Fellbaum, 199Bas the ontology to obtain the 1,if ¢, € UC(c;, HE)
similarities between terms. However, due to the limited
WordNet's coverage of biomedical terdfBurgun and Bo- . .
denreider, 20011 the performance obtained in this specific diStance between two concepisc; can be defined as the
domain concepts is podPederseret al, 2007. So, as Euclidean distance between the associated vegiors:
stated in the previous section, they have been adapted to the
biomedical domain by exploiting SNOMED-CT instead of d(cs,c;) = d(ws, ;) =
WordNet. R v
SNOMED-CT Gystematized Nomenclature of Medicine,
Clinical Termg is an ontological/terminological resource  In this case, this measure has a very clear interpretation.
distributed as part of the UMLS and it is used for index- As the values in the vectors can only be 0 or 1, the differ-
ing electronic medical records, ICU monitoring, clinical ence(z;; — ;i) can only be equal to 1 if and only i,
decision support, medical research studies, clinical trialsis a superconcept af;, and it is not a superconcept of
computerized physician order entry, disease surveillancgor viceversa). Thereford,, _,., (zix — x;1,)? is, in fact,
image indexing and consumer health information servicesequal to the number of non-shared superconcepts between
It contains more than 311,000 active concepts with unique; andc;.
meanings and formal logic-based definitions organized into  Based on this interpretation, the distance can be rewritten
13 overlapping hierarchies: clinical findings, proceduresm terms of the set of Superconcept&p(UC) providing a
observable entities, body structures, organisms, substancefiore compact expression, which is more efficient for eval-
physical objects, physical forces, events, geographical ensation in the scope of the treated ontologies with thousands
vironments, social contexts, context-depedent categoriegf concepts, and which do not require the explicit construc-

and staging and scales. Each concept may belong to oRRn of the binary matrix associated to the ontology, too big
or more of those hierarchies by multiple inheritance. Con-and hardly to manage in big ontologies:

cepts are linked with approximately 1.36 million relation-
ships. In such a complete domain descriptierg relation-
ships can be exploited to calculate the similarity between a
pair of terms.

UC(C,',HC) = {Cj S C|HC(C,',CJ‘) Ve = Cj}

simeop(ci, ¢4
m(ciyc;) 0,if cx ¢ UC(ci, HS)

Having a vectorial representation of the concepts, the

de(ciycj)=
=1/|UC(ci, HE)UUC (c; , HO)|—|UC(c;, HC)NUC(c; ,HO)|
(5)

. It is worth to note that the distane& only considers
4 Superconcept-based distance the non-common information of two concepts but does not
Path length-based measures only consider the minimuravaluate the amount of common information. So, it is not
path between a pair of concepts, omitting the rest of theapable to distinguish between cases in which the number
taxonomical knowledge available in the ontology. For com-of common superconcepts between a pair of concepts is
plex taxonomies, such as SNOMED-CT, with thousands obmall from those cases in which the number of common su-
interrelated concepts with multiple hierarchies that classifyperconcepts is high. For example, in figure 1 the distance
the concepts, this kind of measures wastes a great amoubétween concepts andc; is equal to the distance between
of knowledge. For this reason, it seems reasonable thatoncepts:; andc,. However, it makes sense to modify the
a measure that takes into account the whole taxonomicalefinition ofd,. in such a way thadl.(c1, c2) < de(cs, cq)
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assessed by a group of human experts and computing their
correlation with the results of the computerized measures.
In a general setting, the most commonly used benchmark
is the Miller and Charles s¢Miller and Charles, 1991of
30 domain-independent word pairs.

For the biomedical domain, Pedersen efBedersemt
al., 2007, in collaboration with Mayo Clinic experts, cre-
ated a set of 30 word pairs referring to medical disorders.
Their similarity was assessed in a scale from 1 to 4 by a set
of 9 medical coders who were aware about the notion of se-
mantic similarity and a group of 3 physicians who were ex-
perts in the area of rheumathology. For each pair of terms,
owing to the higher number of common superconcepts othe averaged scores for each group of experts is presented

Figure 1: Taxonomy example

the pair(c1, c2). This means that; andc, are more spe-

in Table 1. The correlation between physician judgements

cific terms that share more is-a relations in the taxonomy. was 0.68 and between the medical coders was 0.78.

de(ci,c2)=
=v/|UC(c1,HC)UUC (c2,HC)|—-|UC(c1,HC)NUC (c2, HC)|= Table 1: Set of 30 medical term pairs with associated aver-
=vi-2=V2 aged expert’s similarity scores (extracted from Pedersen et
al.
de(cs,ca)= T)erm 1 Term 2 Phys. Coder
=V/IUC(ea, HO)UUC (e4, HO) | —|UC (3, HO)NU Cea, HO) = Renal failure Kidney failure 40 40
=V3-1=v2 Heart Myocardium 33 3.0
In order to take into account the number of common su- Stroke Infarct 30 28
perconceptsd, is normalised by the total number of su- Abortion Miscarriage S0 853
Delusion Schizophrenia 3.0 22
perconcepts of; andc¢;. The sum of common and non- P ; .
) ongestive heart fail- Pulmonary edema 30 14
common superconcepts j§C(c;, H®) U UC(c;, HY)|. ure
This permits to include the information about the number of petastasis Adenocarcinoma 27 1.8
common superconcepts and the Superconcept-based Disealcification Stenosis 27 20
tance is defined as: Diarrhea Stomach cramps 23 13
Definition: Superconcept-based Distance (SCD) Mitral stenosis Atrial fibrillation 23 13
Chronic obstructive Lung infiltrates 23 19
dscpl(ci,cj) = pulmonary disease
_ \/|UC(ch,HC)UUC(cj,HC)\—\UC(cq,,HC)ﬂUC(cj,HC)\ Rheumatoid arthritis  Lupus 20 11
[UC(ei, HC)UUC (c;, HO)] Brain tumor Intracranial hemor- 2.0 1.3
(6) rhage
This definition introduce a desired penalization to those Carpal tunnel syn- Osteoarthritis 20 11
cases in which the number of shared superconcepts is smaltirome
too. So, we are able to compare a pair of concepts on theDiabetes mellitus Hypertension 20 10
basis of the ratio between the non-overlapping and the over-Acne Syringe 20 10
lapping taxonomical knowledge between them. Antibiotic Allergy 17 12
Using the previous example, now the distance between C0"iSone ;Oé‘glt knee replace- 1.7 1.0
c_once_pts has change(_j to a better approximation of the realPulmonary embolus Myocardial infarc-1.7 1.2
situation. The result is smaller as bigger is the common tion
information, and vice versa. Pulmonary fibrosis Lung cancer 1.7 14
19 Cholangiocarcinoma  Colonoscopy 1.3 1.0
dscp(c, ) = = V05 Is_iyamphmd hyperpla- Laryngeal cancer 1.3 10
Multiple sclerosis Psychosis 1.0 1.0
3—1 Appendicitis Osteoporosis 1.0 10
dscp(cs; ca) = —3 = V0.66 Rggtal polyp Aortap 1.0 1.0
. . . Xerostomia Alcoholic cirrhosis 1.0 10
In the next section, the results obtained with the pro- peptic yicer disease ~ Myopia 10 1.0
posed SCD measure and those presented in section 3 argepression Cellulitis 10 1.0
compared, showing that considering both the amount of varicose vein Entire knee meniscus 1.0 1.0
common and non-common information between a pair of Hyperlipidemia Metastasis 10 1.0

concepts results in more accurate estimation of semantic
similarity for concepts in the biomedical domain.

5 Evaluation
The most common way of evaluating similarity measuresmonary disease

We used the same benchmark to evaluate the measures
presented in this paper, using SNOMED-CT as the domain
ontology. Note that the term pdichronic obstructive pul-
lung infiltratesvas excluded from the

is by using a set of word pairs whose similarity has beertest bed as the later term was not found in the SNOMED-
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Group mean (and SD) Statistics

ROI volumes Control Schizophrenia

(cm®) (n = 60) (n=64) F p

|_amyg 1.46 (0.27) 1.37 (0.28) 3.07 0.08

r_amyg 1.53(0.27) 1.43 (0.30) 3.74 0.06

|_dlpfc 15.08 (7.07) 14.35 (7.25) 042 052

r_dipfc 15.93 (6.83) 13.32 (6.75) 573  0.02

I_ec 1.05 (0.22) 1.02 (0.22) 0.67 041

r ec 1.16 (0.23) 1.08 (0.24) 7.27  0.008

I_hg 2.22 (0.70) 2.37 (0.67) 233 013

r_hg 2.04 (0.58) 2.16 (0.70) 1.33  0.25

|_hippo 1.73 (0.29) 1.75 (0.41) 0.05 0.82

r_hippo 1.77 (0.32) 1.76 (0.33) 0.09 0.76

|_stg 13.75 (1.95) 13.78 (2.17) <0.01 0.99

lr_‘t?jl 1::?3 E(l)gg 1122 Eégg; 22(1) g:zg Figure 2: Icv in_tensity histograms (treated like probabil-
r thal 5.00 (0.63) 5.02 (0.67) 017 068 ity density functions), before (top) and after (bottom) the

SD = standard deviation- normalization process.

Table 2: Analysis of covariance for ROl volumes innormal o' syccessful technique used to calibrate MR signal
differences in the group means only forecandr_dlpfc. toms[Edelsteinet al., 1984, by placing physical objects
with known attributes within the scanning frame. Unfortu-
mean, after adjusting for sources of bias in observational@tely; this technique is not always exploited, which is our
studies. That is, to determine whether the groups are adésent case. Alternatively, it is possible to obtain good re-
tually different in the measured characteristic when soméUlts by retrieving deformation mappings for the image in-
known sources are factored in. When studying volumetrid€nsities, that is, by developing histogram mappikigger
properties of the brain or parts of it, it is well known that the @nd Hornegger, 2009; Nyet al., 2000. ,
overall size shrinks with age, it is smaller on average for fe- N this work, we have decided to retrieve the rescaling
males, and there is considerable variation between subjectg@rameters from the ICV histograms (see Figure 2). In
ANCOVA retrieves adjusted means for the populationthiS Way, we focus on the interesting content of the im-
groups, in this case patients and controls, that can be test@@€S, Which usually contain “noise” in the form of bone
for significance against the simpler hypothesis that there i&nd muscle tissue surrounding the brain matter proper. It
no difference between them (the so-calted hypothesis). 'S also easier to |.dent|fy Iandmarks on the h|_stograms.that
This test is a straightforward application of theest, with ma}ch the canonical subdivision of mtra'cranlal' tissue into
an accompanying value of significance. From the results white matter, gray matter and cerebrospinal fluid. We have

reported in Table 2, we can draw the following evidence: ©Pted to select a simple rescaling mapping that conserves
most of the signal in the gray matter - white matter area,

r_ec shows strongly significant differences (&  corresponding to the two highest bumps in the range 60-

0:008) between the volume averages for the twogg, since ROIs primarily contain those kinds of tissue.
groups;

r_dlpfc shows significance at the= 0:05 level; 3 Classification Experiments

some other ROIs are close to being significant, butwe performed several classification experiments under
overall, the normal distributions of volumes are too varying conditions of histogram pre-processing, feature se-
close or too overlapping in spread to be usable for dis{ection and classifiers to seek the most promising settings

crimination. for further investigations. Experiments were carried out in
These results are well in accordance with previous stugMatlab using PRTool$Duin et al., 2007 and accuracies
ies[Agarwalet al., 2008; Baianet al., 2008. figures for each test run where obtained through leave-one-
out (LOO) cross-validation.
2.3 MRI Intensity Scale Normalization In this preliminary work, each ROl was treated indepen-

dently of the others, much like in common medical analy-
ses, to assess the individual discriminatory capabilities and
0 be able to effectively compare results with previous med-

A major disadvantage of MRI compared to other imaging
techniques is the fact that its intensities are not standar
ized. Even MR images taken for the same patient on th ) ) L "
same scanner with the same protocol at different times ma al stud|es. Inthe fO”OW”?g- all references to h|st(_)grams .
differ in content due to a variety of machine-dependent rea2' INtended to be the histograms scale-normalized as in
sons, therefore, image intensities do not have a fixed mearrubsection 2.3, . . )

ing [Nyl et al., 2009. This implies a significant effect on We tested the following classifiefudaet al., 2001:

the accuracy and precision of the following image process-  Gaussian radial basis support vector classifier (svm),
ing, analysis, segmentation and registration methods rely-  where the standard deviation is estimated by cross val-
ing on intensity similarity. idation;
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